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Abstract 

This document describes the final status of work of the Reachability Work Package of the Trilogy 

project. This document does not reiterate work that has been concluded prior to the third year of the 

project (these can be found in previous deliverables, available at http://www.trilogy-project.org) but 

focuses on the year three achievements. Many of the topics covered in this deliverable are however 

work items that span a much larger time period than the final project year and therefore present the 

newest findings regarding these items. The final year has mainly been devoted to experimentation and 

the text therefore includes a number of interesting quantitative and qualitative results. 

As in previous years, we have structured this document according to three main strands of work which 

are: 

1) The evaluation of routing-related reachability protocols and mechanisms, primarily multi-path 

routing. More recently, we also included traffic engineering and iBGP protocol design to the mix. 

2) The evaluation and implementation of reachability capabilities, such as DDoS protection, LISP and 

NAT64 which have been ongoing activities for a longer time period but have been progressed 

significantly in the final year of the project.  

3) The analysis of todayôs routing systems, which initially guided our protocol and mechanism design 

work and now assists us in refining our designs and deepens our knowledge about the underlying 

physical (as opposed to logical) network topology 

As in previous years, this document merely provides an overview of the work. It is not intended to 

elaborate on all the detailed technicalities of the projectôs work but to summarize the work and explain 

how the individual work items fit together. The project produces various documents that explain those 

technical details in great depth including standards contributions and scientific publications. Some of 

the work items presented here are not publicity available yet, but it is expected that they will be soon. 

In those cases, the respective sections give enough detail of the ongoing evaluation work to understand 

what the main outcomes of that work are. This document and the project website at www.trilogy-

project.org contain references for the interested readers to learn about the work described on the 

following pages in greater depth. 

 

Target audience 

The primary target audience for this document is the networking research and development 

community, particularly those with an interest in the Future Internet. The material should be accessible 

to any reader with a background in packet switched network architectures. This document will also be 

of interest to those concerned with the interactions between network architectures and their economic, 

social and regulatory context, although specialist expertise in these areas is not a pre-requisite. 
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Executive Summary 

This document is the product of the Trilogy project and summarises the final yearôs work in the area of 

reachability. Generally speaking, reachability is the set of mechanisms that are needed to establish 

connectivity amongst hosts in the Internet. The document is split into three main parts that logically 

group the projectôs work. 

The first part of this document discusses routing mechanisms. Primarily, it describes our ongoing work 

on multi-path inter-domain routing. Issues addressed include the experimental setups we use to 

evaluate our protocol designs, implementation details, issues such as convergence and stability of the 

protocol, and a stability analysis of an existing proposal. Additionally, the document contains a 

protocol sketch for a different iBGP organization using trees. Finally, a new BGP-based inbound 

traffic engineering method is presented with some early evaluation results. 

The second part of the document describes our work in the area of routing capabilities and adoption. 

We have finalised the DDoS protection framework, which uses Re-ECN (as developed in Trilogyôs 

resource control work package). The work on source address validation and NAT64 has continued, in 

the context of the IETF. Finally, our Locator/ID Separation Protocol (LISP) implementation has been 

continued and evaluated regarding a number of performance metrics. 

The third part of this document summarizes our work to analyse todayôs routing system. The first 

contribution is a continuation of our mrinfo probing work. The focus now has shifted to the layer-2 

view of the network (previously the layer-3 view was in focus); the layer-2 view has not been widely 

analysed to date, yet it determines important topological characteristics such as the impact of physical 

failures on the routing topology. Additionally, we started work that analyses packet reordering and 

indicates the usage of ECMP in the network. 
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1 Routing 

This section describes our work regarding the main reachability-related function ï routing. Multi -path 

is the overarching theme of the project and multi-path routing therefore has been one of the main areas 

of interest. In addition to multi-path inter-domain routing, the project has also looked into tree-based 

iBGP and inbound traffic engineering using BGP.  

1.1 Multi -Path BGP 

Multi-path (MP) BGP has been one of the focus topics in the work package. Some of the concepts 

have been documented in previous deliverables. Here we summarize our efforts and detail our work on 

validation, the problems we encountered and their respective solutions. 

1.1.1 C-BGP & XORP MP-BGP validation framework 

One of the most relevant problems found when developing multi-path BGP solutions is the difficulty 

to validate and compare proposals. In general, every proposal uses a different evaluation mechanism 

such as analytical models or solution-specific simulators. Furthermore, each protocol is evaluated 

against a different set of metrics and sample topologies.  

This section describes a framework aimed to allow the evaluation and comparison of multi-path BGP 

solutions. The framework is based on (1) simulation, to provide results in the steady-state for large-

scale topologies, and (2) emulation, to analyze transient effects and effects based on the timing of 

events in reduced topologies. Also, it is meant to be easily extensible and adaptable to any existing or 

prospective solution.  

1.1.1.1 Simulation  

Among available BGP simulators, there are two very different categories. Firstly network solvers, to 

which C-BGP [Quotin10] belongs and secondly event-driven simulators, among which there are NS-2 

[NS-210], GTNetS [Riley03] and SSFNet [SSFNET10]. BGP modules for NS-2, GTNetS and SSFNet 

are adapted from the BGPd Zebra [GNUZebra10] (formerly named Quagga) routing package. The 

main advantage of this approach is that the code is reused and the conýguration syntax is kept as for 

the original routing software. Yet, the memory consumption of those modules is quite high and 

scalability is a concern.  

On the contrary, C-BGP has a better scalability. C-BGP belongs to the category of network solvers 

and it is aimed to compute the outcome of the BGP processes in the steady-state of the network. 

Thanks to its eǣciency and introduced simpliýcations, C-BGP can be used on large topologies with 

sizes of the same order of magnitude as the Internet (at the AS level) and results can be obtained in a 

reasonable time. In order to get such a good scalability it obviates any aspect related to timing or 

dynamics, BGP is executed synchronously among routers. In spite of being much more simplified than 

the BGP modules for the aforementioned simulators, C-BGP suits better as a tool to perform analysis 

in large-scale networks and to obtain results initially.   

1.1.1.2 Emulation  

Although other simulators, such as NS-2, allow the study of BGP dynamics, a real testbed has been 

chosen to study the behaviour of the protocol in that respect. Working with real implementations is 

typically challenging and it does not oǟer more insights into the protocol behaviour. Nonetheless, the 

decision of going for a real testbed is motivated by the fact that multi-path BGP solutions, not only 

must they be backwards compatible with legacy routers but it is desirable that they require minimum 

and feasible changes in existing ýrmwares.  

There are many available open source implementations of BGP. Some of them are stand-alone BGP 

daemons like OpenBGPd [OpenBGPd10]. Other BGP implementations are part of complete routing 
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suites like Zebra [GNUZebra10] and XORP [XORP]. The routing project XORP is probably, at the 

time writing, the most modular routing package to create software routers. In contrast to Zebra, XORP 

oǟers certain þexibility to choose which forwarding plane management interface to use, either the 
kernel forwarding plane, Click [Click10] or a distributed forwarding plane. Among XORP 

disadvantages, it can be found that in exchange for modularity, its code tends to be more ineǣcient 

(for instance the BGP daemon has a memory footprint of about 100MB). Despite Zebraôs eǣciency, 

XORP has been chosen as the preferred routing suite to introduce the multi-path extensions thanks to 

its modularity and extensive documentation.  

1.1.1.3 Extending BGP evaluation tools 

Several proposals introduce techniques that enable multi-path inter-domain routing without increasing 

the routing information overhead. Some of those solutions present a completely diǟerent approach to 

BGP. See for instance Pathlet Routing and Path-Splicing [Godfrey08],[Motiwala08]. Some other 

proposals are BGP friendly, instead. The advantage of these solutions is that they are likely to allow a 

progressive deployment and co-exist with legacy single-path routers. Those BGP-friendly multi-path 

solutions, without loss of generality, can be categorized as follows,  

(1) protocols that keep BGP messages format and semantic. That is the case of LP-BGP [Beijnum09], 

where only the longest path within the multi-path set is propagated. Typically, those protocols locally 

install several next-hops and they propagate only one of them as in use,  

(2) protocols that construct BGP messages attaching several paths per destination, such as Add-Paths 

[Walton04]. MIRO [Xu06] may be included in this category as well, since additional routes are 

announced on demand. Although, BGP allows for multi-entry message construction, that clearly 

breaks the BGP message semantic since new update ýelds do not replace the previous ones.  

(3) This third category encloses those protocols such as M-pASS [Valera10] which locally generate 

the AS_PATH attribute of an announcement from the paths the router is currently using. The most 

common operation upon several AS_PATHs is the aggregation (e.g. in an AS_SET) but this category 

is not constrained to it. The following sections detail how two BGP evaluation tools are extended to 

support the three multi-path protocol categories.   

1.1.1.3.1 mC-BGP  

In order to give multi-path support to the C-BGP network simulator is necessary to perform a series of 

changes in its architecture. The C-BGP network simulator is composed of three main layers: 

scheduler, IP simulator and BGP simulator [Quotin10]. The BGP simulation layer is the module where 

multi-path extensions are added (see Figure 1). It has several components like the BGP router 

conýguration, BGP routing model (with the selection rules) and the BGP routing tables (to store the 

learned routes and the FIB of each node).  

The BGP routing model component must be overridden according to each protocol to compute the 

multi-path set. The FIB table is expanded to hold several paths at once instead of just one. With those 

extensions, protocols in class (1) can be supported. For protocols in class (2) additional extension in 

the tables that store received paths are required. The last category of protocols, class (3), are supported 

by the creation of data structures representing AS-SETs since AS-SETs were not supported by the 

simulator initially. Different functions to manage them are also included.   
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Figure 1. mC-BGP architecture modifications 

1.1.1.3.2 mXORP  

In this section, multi-path enabling modiýcations to the XORP BGP Daemon modules are detailed. In 

order to have a general overview and identify the diǟerent modules, we always refer to Figure 2 

throughout this section. For further details of the functionality of each module, please refer to [XORP]. 

 

Figure 2. BGP process modules of XORP 

The standard BGP module works as a pipe traversed by messages from left to right. BGP UPDATEs 

information passes through the input branches and it is gathered at the DecisionTable module, which 

carries out the selection process. Afterwards, the selected paths traverse the diǟerent output branches 

and changes are announced. In addition, the winner is passed to the local RIB module.  

In order to enable multi-path extensions, the interface between modules (RouteTableBase interface) is 

overridden to support the passing of several routes between modules at once. Uni-path BGP selection 

rules are used no longer, hence the DecisionTable must be modiýed according to each multi-path 

protocol. Dealing with the category (1) of protocols, the FanOutTable needs to be modiýed such that 
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only one of the paths within the multi-path set is announced and the rest is passed to its local RIB. For 

class (2) support, additional modules must be modiýed to avoid path overriding between the set of 

received paths. More precisely, RibInTable and RibOutTable modules. PeerHandler must be modiýed 

as well to construct multi-path messages.  

Dealing with class (3), since the selected path is an aggregate of paths, that winning route is not stored 

in any module before the DecisionTable. Hence, a new module is connected to the DecisionTable (see 

the AuxiliarTable module in Figure 2) to store the aggregated path.   

These modifications to the XORP BGP process, are meant for the control plane. The exchanged 

routing information between multi-path capable BGP routers let a border router learn multiple paths 

towards a destination. Once multi-path BGP has selected the most preferred paths and it has added 

them to the multi-path set, those paths must be installed in the data forwarding plane of the router, 

such that packets can be forwarded accordingly. 

In addition to these extensions, Click 1.8 has been used to develop a multi-path Forwarding 

Information Base (FIB). 

The implementation starts with an extension of the Routing Information Base (RIB) process of XORP 

such that the BGP process can actually relay a set of paths to the RIB process. Afterwards, the multi-

path set is handed to the Forwarding Abstraction Engine (FEA) which is the driver of the FIB. The 

FEA will know the explicit mechanisms to install the paths into the FIB. XORP support several FIBs 

such as the Linux Routing modules or Click. For each type of FIB the FEA has a plug-in which carries 

out the management of the FIB. 

The Click plug-in has been extended to support a new type of transaction. Once the transaction starts, 

the FEA orders a series of addition, replacements or removal of paths. This new batch mechanism 

allows the FEA to manage multi-path sets instead of individual paths. 

Click is used to implement a FIB. A special routing table has been implemented. That routing table is 

able to store more than one <prefix, nexthop, interface> tuple per IP prefix. 

In addition that, the routing table is able to compute a hash operation over specific fields of the packet 

header. The forwarding operation is carried out as follows, (1) a regular prefix lookup operation is 

carried out and a position in the table is returned, (2) given that, any entry in the table may have one or 

more <nexthop, interface> subentries, a hash operation over selected fields in the packet header (e.g. 

the 5-tuple) is computed and the result is computed modulo the amount of subentries in the table entry, 

this is called the index. The nexthop and interfaces used to forward the corresponds to the values that 

are in the subentry position equals to the index value. 

The implementation has been successfully used to balance ICMP traffic in the following small testbed: 

 

Figure 3. ICMP traffic balance using Click-XORP multi -path implementation 

1.1.2 LP-BGP study case 

LP-BGP and M-pASS are two of the multi-path BGP proposals made within the scope of this project 

(see [Valera10]). This section summarizes the result of the tests using both mC-BGP and mXORP to 

validate LP-BGP [Beijnum09]. A small sample topology was used for the different tests (Figure 4). 
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Figure 4. LP-BGP test topology 

1.1.2.1 Steady-State evaluation  

The ýrst set of experiments focus on the steady-state of the network and they were obtained using mC-

BGP. The results in Figure 6 show the path diversity that LP-BGP is able to expose. The ýgure is the 

cumulative distribution function of the number of end-to-end paths a node is using towards a 

destination and it has been computed for all pair of nodes in the topology. Two end-to-end paths are 

diǟerent if they diǟer at least in an intermediate node or link. The chart shows that in about 40% of the 

cases a node is using at least an additional end-to-end path towards a destination. In about 20% of 

those cases nodes get 2 or 3 additional paths. Larger amount of additional paths are rare and only 

happen in a narrow number of cases.  

 

Figure 5. CDF of alternative paths available at each node 

The results in Figure 5 show the path diversity that LP-BGP is able to expose in a sample topology 

such as the one in Figure 4. The figure is the cumulative distribution function of the number of end-to-

end paths a node is using towards a destination and it has been computed for every pair of nodes in the 

topology. Two end-to-end paths are different if they differ at least in an intermediate node or link. The 

chart shows that in about 40% of the cases a node is using at least an additional end-to-end path 

towards a destination. In about 20% of those cases nodes get 2 or 3 additional paths. Larger amount of 

additional paths are rare and only happen in a reduced number of cases. 

 

Dealing with the improved reliability introduced by the network diversity, Figure 6 shows the 

probability distribution function of having an additional path towards a destination after one (or two) 
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node(s) in the default path fail simultaneously (the default path is the one that the uni-path BGP 

process would have established as forwarding path). The results show that even for a small topology a 

certain gain can be obtained in terms of resiliency compared to the uni-path case. In 65% of the cases, 

in which a node has at least one alternative path to another node, connectivity between the two ASes is 

possible without waiting for the BGP process to re-converge. As expected, as the number of 

simultaneous failures increases the connectivity reduces dramatically, even if multi-path is enabled. In 

the sample topology, in less than 10% of the cases, nodes have an available end-to-end path without 

executing the BGP selection process, if two nodes in the shortest path fail simultaneously. 

 

Figure 6. PDF of the available end-to-end paths between pairs of nodes after 1 or 2 nodes if the 

shortest path fail 

1.1.2.2 Dynamic Evaluation  

The evaluation of the stability and convergence delay of LP-BGP led us to two different types of 

experiments. 

A series of conþicting routing policies and the stable paths problem (SPP) in uni-path were deýned in 

[Griffin02] . An extension of the SPP and the convergence condition for non-strict preferences in the 

routing policies was presented in [Chau06]. However, that policy relation analysis is too abstract and it 

does not deýne a speciýc protocol. Hence, an interesting experiment is to run LP-BGP in those 

unstable instances to study the behaviour of the protocol. Therefore, we first studied the stability and 

the dynamics involved in unstable configurations of LP-BGP. Afterwards, the convergence delay of 

LP-BGP in stable configurations was measured, as well.  

 

Figure 7. Topology for which LP-BGP may oscillate indefinitely 

Figure 7 shows a topology inspired by the DISAGREE case from [Griffin02] . The diǟerence with the 

original instance is that all paths are equally preferred. Simulation showed that LP-BGP diverges in 
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that situation. The same experiment using the testbed (Figure 4) revealed that the protocol either 

diverges, or converges non-deterministically, i.e. depending on the activation sequence, one of the 

ASes wins the second path. That behaviour violates the second hypothesis of the theorem in 

[Bertsekas89], thus convergence cannot be guaranteed for LP-BGP in this case. The testbed was used 

to verify that oscillation happens when AS1 and 2 announce within a time window of roughly twice 

the sum of the propagation and processing time of the messages (assuming they are similar for both 

nodes). This was only seen using the emulation based on XORP (using C-BGP, the result obtained 

was that on occasions the simulation did not converge but there was no further information). 

Finally, convergence delay under the stable configuration was measured. Initial convergence delay is 

not shown here since arbitrary values were used for the delay and bandwidth of the links. Therefore 

exact values are not very relevant for such a small topology. An interesting result, though, is that under 

network failures, if there are one or more paths that are not affected (disjoint), a high percentage of 

traffic is still able to make it to the destination, even though the information updating the routers 

entries after the failure is still propagating. Therefore, we can consider that the adaptation to failures is 

immediate in some cases. Again, this result is completely dependent on the exact topology and the 

amount of available path diversity. 

 

The analysis carried out in this section with regards to the stability of multi-path protocols can lead to 

additional interesting results. For instance, adding multiple paths and removing tie-breaking rules, as 

LP-BGP does, can cause a stable configuration for uni-path to become an unstable configuration or to 

converge to a solution that cannot be predicted in advance. Any protocol that tries to increase path 

diversity by using non-strict preferences or removing tie-breaking rules can be more sensitive to 

unstable configurations, given that tie-breaking rules such as the AS_PATH_LENGTH tie-break stops 

in many case a uni-path configuration to oscillate. 

1.1.3 Lessons learned: extension of stability and convergence BGP models to multi -

path BGP 

After the different tests performed using the multipath extensions for C-BGP and XORP it has been 

clearly seen that the stability and convergence in multipath BGP requires a deeper analysis in order to 

figure out the implications of adding extra paths. 

This section summarizes the work carried out in the project along this research line. 

1.1.3.1 Introduction  

The new Internet paradigm introduced by the resource pooling principle [Wischik08] is aimed to 

overcome the limitations of current network architectures and to outline how forthcoming technologies 

should evolve. According to this principle, the network is regarded by the end-hosts as a single pool of 

communication resources and they are provided with tools to pick up required resources, on-demand. 

The current Internet is a plethora of underused resources. In particular, the network capacity utilization 

is currently restricted by uni-path protocols, which do not achieve resource pooling. A network 

compliant with the resource pooling principle should feature a better yet usage of available resources, 

lower congestion levels and faster recovery from failures.  

Resource pooling requires a balanced combination between multi-path routing protocols and multi-

path-aware transport layer protocols to be implemented. Multi -path-aware transport protocols (such as 

MPTCP [Ford09], being developed by the IETF) allow end-hosts to influence the paths followed by 

traffic sub-flows, balance the traffic over multiple paths according to the congestion experienced on 

each of them, and re-route the traffic avoiding temporarily unavailable paths. Multi -path routing 

protocols are responsible for exposing to the end-hosts multiple paths for any destination. Multi -path 

routing takes place at two different hierarchical levels. At the intra-domain routing level, each 

administrative domain independently chooses a routing protocol and the routing problem is usually 

defined as the minimization of a cost metric. In the inter-domain routing level, routing across different 

administrative domains (known as Autonomous Systems) is performed by means of a single routing 



D12 - Final report on reachability 

 
 

Page 18 of (61)  © Trilogy Consortium 2010 

protocol, BGP [Rekhter06]. BGP lets ASes define path selection and propagation rules resulting from 

the business relationships of the ASes with their neighbouring sites.  

Although multi-path deployment at the inter-domain level should also yield more path diversity, we 

still do not have mature solutions for that scope. Among the different proposals that have been made 

for inter-domain multi-path routing, some of them (see Pathlet Routing [Godfrey08]) involve 

mechanisms that are not compatible with BGP. Others like Routing Deflectors [Yang06], Path 

Splicing [Rekhter06] and MIRO [Xu06] can coexist with BGP. However, their safety, i.e. the ability 

of a protocol to eventually converge to a unique (multi-path) routing solution, has not been assured for 

any of those proposals.  

Conflicting routing and filtering policies, resulting from independence among ISPs when setting their 

routing configurations, have been proven to prevent BGP convergence [Griffin02] , leading to the 

definition of some configuration requirements under which its operation is safe [Gao01] ,[Griffin10] , 

[Griffin05] . Since this phenomenon is likely to affect the new multi-path protocols, hence, any inter-

domain routing protocol cannot be embraced as BGP replacement without a thorough characterization 

of its safety. 

In this section we present an extension of the stable paths problem (SPP) [Griffin02]  (namely the 

stable multi-path problem) and using it, MIRO will be analyzed. We have selected MIRO because it is 

a multi-path inter-domain solution backwards compatible with BGP and additionally, it extends BGP 

functionality to disclose more path diversity. 

1.1.3.2 Multi -path routing stability  

The stability analyses introduced in this section are the base for the solvability and safety proofs 

presented later on. The first analysis comes from the study of BGP safety and the second is an 

abstraction to support the assignation of multiple paths towards the same destination to any node. The 

stable paths problem was presented in [Griffin02]  to study the safety of the de-facto standard for the 

inter-domain routing, BGP. Routes are announced and used by ASes according to their individual 

routing and filtering policies. Those rules are defined depending the business model of the ISP running 

the AS. If several paths are equally preferred to send data towards a destination, tie-break rules are 

applied consistently.  

 

Figure 8. Representation of a uni-path dispute wheel. Indirect routes (dashed lines) are always 

preferred to direct paths (solid lines) 

The flexibility of a BGP router to express preferences in an isolated manner interferes with the ability 

of the routing system to converge to a solution. Each AS decides which route is more convenient for it 

and a global unique solution may not exist. The work in [Griffin02]  analyses the safety of a simplified 

model of BGP. Safety here means that there exists a solution and that the protocol is able to converge 

to it. The main result of the analysis is that BGP is able to converge except when the policies defined 
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result in a dispute wheel. A dispute wheel is a network running a policy-based protocol in which 

diverse nodes have set their preferences such that they never agree. Figure 8 shows a circular 

relationship of policies that cannot be fulfilled at the same time by all nodes. Nodes v1,v2 and v3 prefer 

their paths through each other (dashed arrows) instead of their paths through nodes v4,v5 and v6 

respectively. As none of the outer nodes likes to provide a direct path, they never agree and BGP 

keeps oscillating indefinitely.  

Fortunately, there are some configuration which ensure safety. In particular, [Gao01] proved BGP 

safety for configurations which are compliant with the usual business relations between pairs of ASes.  

With the aim of increasing path diversity and make use of multi-path capabilities, inter-domain routing 

protocols must relax their constrains over the available paths, since right now are intended to leave one 

paths per destination at each node.  

Due to the economical model behind the Internet, it is not likely that ISPs change their way they apply 

incoming and outgoing filtering policies in order to increase the path diversity. Instead, it is more 

likely that each node within the same category of AS (i.e. providers, peers, customers) is assigned with 

the same preference value. 

Having a set of equally preferred choices in the decision process is defined as the case of non-strict 

preferences in [Chau06]. Non-strict preferences in BGP can be achieved by means of the relaxation in 

the attributes and selection rules of paths. 

Now, an interesting result is to analyze how the stability and dispute wheels are affected by the 

simultaneous use of several equally preferred paths for the same network destination. 

The fact that uni-path configurations used to enforce business models are intrinsically stable 

[Griffin02] , [Gao01], [Griffin10] ] has made that instabilities have not been reported in practice. Other 

interesting results are whether the set of corner cases in which BGP is not safe (see [Walton01], 

[Griffin02] ) is increased by the usage of non-strict preferences and check if guidelines like those in 

[Gao01], [Griffin10]  for uni-path BGP allow inter-domain routing to remain safe even under non-strict 

preferences. 

The usage of non-strict preferences and their impact in the routing stability was first studied in 

[Chau06]. The latter work focuses on an abstraction of the routing policies and the relationships 

among them. According to abstract policies, an element (e.g. a route) has either a relationship of 

prevalence (v) with regards to another element (e.g. a route is preferred over another) or of 

composition (t) (e.g. a route is the result of the concatenation of two paths).  

An anti-reflexive relation between elements is such that an element does not keep any of the previous 

relationships with itself (e.g. a route cannot be a sub-route of itself). If for any of the paths in use, there 

is a non-anti-reflexive policy relation, then the problem of finding a stable path assignation towards a 

destination for each node does not have a solution. The analysis in [Chau06] models the path-vector 

protocol as a fix-point equation. The assignment is stable if the fix-point equation holds (no changes 

are produced in the path assignment after some iterations). If the current state is not a fix-point value, 

then either the fix-point algorithm is able to perform another iteration or the protocol is not able to 

converge. If no convergence is achieved, then there is a non-anti-reflexive policy relation like the one 

depicted in the next example. 

The following example (Figure 9) clarifies the concepts of non-strict preferences, anti-reflexive 

policies and unstable configurations. In Figure 9, a preference relation, a<b, means that a is preferred 

over b. Node v0 is the destination node. 

The path assignment, (v1:R1)(v2:T3R3)(v3:R3)(v4:T5R3) is stable, so there is one solution. However, if v4 

is doing multi-path and T1R1 is used to construct its multi-path set, then a non-anti-reflexive relation is 

activated. The initial point of the sequence is the route T4T1R1, which has a composition relation with 

T1R1 and it is preferred over R3. Then T3R3 cannot be composed anymore since R3 is not announced by 

v3 (which chooses T4T1R1). Now, v2 chooses R2 and announces it, which causes v1 to realize that T2R2 is 



D12 - Final report on reachability 

 
 

Page 20 of (61)  © Trilogy Consortium 2010 

available (and preferred over R1), therefore v1 withdraws T1R1 and T4T1R1 cannot be composed 

anymore. Right after, v4 withdraws T4T1R1, v3 announces R3 and v2 uses T3R3. The sequence continues 

and v1 chooses R1, so the sequence starts all over again. The abstract protocol then gets stuck trying to 

find a multi-path solution since policies are involved in the following non-anti-reflexive relation:  

é R1tT4T1R1 vR3tT3R3vR2tT2R2vR1 é 

 

Figure 9. Instance of the SPP that has a uni-path solution but no multi -path solution 

We have extended the Simple Path-Vector Protocol, (SPVP) [Griffin02]  to the Simple Multi -path-

Vector Protocol (SMVP) to prove MIRO safety. The main reason is that whereas proving solvability 

has a similar procedure both approaches ([Chau06] and [Griffin02]), the analysis in [Chau06] relies in 

two safety conditions. The box condition is not very intuitive to be proved with the current definition 

of MIRO. We have left that proof as future work and SMVP is used, instead. In the next section, 

MIRO and its model are introduced prior to the set of safety proofs provided afterwards. 

1.1.3.3 Modelling MIRO  

MIRO is an inter-domain multi-path proposal meant to overcome the lack of flexibility of BGP. MIRO 

tries to tackle the limitations of BGP, for example the reduced path diversity disclosed by BGP; BGP 

already provides some routers with several alternatives to reach a destination but only one route is 

announced further to (not all) of its neighbours. 

 

Figure 10 . Example of path diversity disclosed by MIRO 

MIRO is conceived as an AS-level path-vector routing protocol like BGP. MIRO allows ASes 

interested in alternative paths towards a destination to pull them from upstream providers by means of 

a negotiation. Pull-based querying simplifies the protocol, ensuring backwards compatibility with 

BGP and selective announcements. The latter is important because ASes want control over their 

carried traffic, their routers should be able to selectively decide which routes to announce, according 

to their routing policies. Finally, data-plane traffic management is based on IP-on-IP tunnelling 

techniques. Tunnelling establishment is done accordingly to the paths obtained by the control plane. 

MIRO outlines the utilization and creation of tunnels to support multiple paths. Figure 10 shows a 

network, where continuous arrows are the default paths established by BGP. Dashed arrows are 

alternative paths obtained by bi-lateral negotiation and finally dotted paths are existing paths hidden at 

some point by an AS for economic or security reasons.  In this example AS A is not satisfied with its 
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path to D traversing E and it requests an alternative to B and F such that A can send traffic through 

ABCD, instead of ABED. F does not propagate AFCD since it is not interested in relaying traffic to C. 

In our proofs, we consider that default paths are learned like in BGP. Subsequent negotiations are 

modelled just like further BGP announcements. Some announcements flushes previous received 

information for a prefix. Messages exchanged for the negotiation of alternative paths are not modelled. 

Every AS is modelled as a single router. Furthermore, additional mechanisms to trigger the required 

actions in the data-forwarding plane (e.g. tunnel establishment) as new paths are acquired are 

transparent to the control plane, thus they are not modelled, either. 

Prior to prove safety of MIRO, hereby we introduce some notation used during the safety proof 

presented later on. Each node u in MIRO exchanges messages with its neighbours in its peers set 

peers(u). Messages contains announcements, in turn, each announcement contains routing information 

about a prefix. In MIRO several announcements for the same prefix can be sent by a peer. Whether 

newer announcements replace the information of previous ones depends on some flags in the message. 

Communication links are modelled as FIFO queues. The expression mq(u<-w,t)[]  denotes the link 

from w to u at time t and mq(u<-w,t)[i]  denotes the ith message travelling across the link. 

Each node keeps a set of data structures. The set of paths that eventually is installed in the data-

forwarding plane after time t is denoted as rib(u,t)[] . The set of multiple paths received from a certain 

peer used in the decision process are in the rib-in(u<-w,t)[]  data structure. The pipe(u<-w,t)[]  is an 

artificial structure which is the result of concatenating the mq(u<-w,t)[]  with a serialized version of the 

rib-in(u<-w,t)[]  structure. The multi-path set upon the node constructs the rib(u,t)[]  set is denoted as 
u

[ t]. The set of highest ranked paths, i.e. most preferred, is denoted as u[ t]. The set u[ t]  abstracts 

the results from the details of the decision process, since MIRO does not define a priory which criteria 

is used to determine the highest ranked paths. The rib(u,t)[]  and rib-in(u,t)[]  define the state of the 

network ́ (u,t) for each node. A global path assignment ˊ(t) is said to be safe at time t if all the 

communication pipes are empty. Notice that if the rib-in(u<-w,t)[]  structure is limited to one entry and 

redefined to flush every time a new message for a given destination arrives, the model is the same as 

in [Griffin02] . 

In Section 4, we prove first the existence of solution (solvability), i.e. which conditions must hold to 

achieve convergence and second the safety of MIRO, i.e. whether the protocol is able to hold that 

conditions inferred in the solvability demonstration. 

1.1.3.4 Safety analysis of MIRO 

MIRO provides border routers with mechanisms to request alternative routes towards a destination. 

Thus, ASes increase their visibility of the network more than one hop (e.g. a router can learn all the 

permitted next-hops of its neighbours querying them). The multi-path set is constructed progressively 

as the border routers course more queries. In order to proof safety we extend the analysis in 

[Griffin02] . The stable multi-path problem is defined as the problem of finding an assignment of 

multiple highest ranked paths, among those permitted paths P according to a set of non-strict ranking 

functions  at each node on a network graph G=<V,E>, in a finite time. Thus, a solvability proof is 

provided first, afterwards convergence of a simplification of the protocol is shown and finally, 

divergence conditions are studied. 

1.1.3.4.1 Solvability 

In order to prove solvability a heuristic is defined. It establishes a stable path assignment growing in a 

greedy manner. The topology is represented by an undirected graph G=<V,E>  where V is the set of 

nodes (vertex) and E is the set of links (edges) of the graph. P
u
 is the set of permitted paths at node u. 

V
k
 is the subset of vertices that have converged at iteration k. ui [k]  is the multi-path set of active 

paths that a node ui
 has learned at iteration k. 

D

ui [k] : it is the subset 
D

ui [k] ui [k]  of direct paths of 
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the form P1 ui,v j P2; P2

v j [k],v j Vk, ui V Vk, P1
. 

I

ui [k]  is the subset 
I

ui [k] ui [k]  of indirect 

paths of the form P1 ui,ui 1 P2; P2

v j [k], ui,ui 1 V V k, P1
. 

ui [k] is the set of highest ranked paths at node ui  at time k. The multi-path assignment at time k. 

i

u1 [i ], u2[i], u3 [i],K , un [i] is the overall path assignment for each node at time i.  

Suppose V' Vand the origin , V '. The partial ñmulti-pathò assignment  is such that u V ', 

every node in a path in u (multi-path set ofu) is in V '. 

The heuristic defines in each iteration V0 V1 V2K Vk and 
0, 1, 2,K k

 where 
i, Ĕ i

 over V  

such that Ĕ u[i] u[i] , if u V i , Ĕ u[i] , otherwise. The partial assignment i is stable for V i if Ĕ u[i]  

is stable for each u V i . 

If u V V i, 
u Pu

 is said to be consistent with i if it can be written as P1 u1,u2 P2 where P1 is 

a path in the digraph V V i, u2 V i

 and P2

u2[i]  and (u1,u2) E. That path  is called a direct path to 

V i if P1 is empty (P1 ). A path '  is called a one-hop indirect path to V i if ' (u0,u1)  and  is a 

direct path to V i. A path ' ' is called an indirect path to V i if ' (u0,u1)  and  is a path formed by 

one or more hops and a direct path to V i. 

Let Di
 the set of nodes u V V i with at least one direct path to V i. Assuming that each node has a 

non-empty permitted path towards the origin, if V V i is non-empty, then Di
 is not empty. Let H i

 be 

the set of nodes in Di
 whose highest ranked paths consistent with 

i
 are all direct paths. Denote that 

multi-path set of highest ranked paths at node u Hi , as 
u

[i] u[i] . If H i
 is non-empty, let 

V i 1 V i Hi
. The partial assignment in the next iteration is then defined as, 

i 1

u[i], u Hi

i , u Vi  

Then, the heuristic continues until for some k, Vk V, then 
k
 is a stable multi-path assignment, or 

Vk V and Hk
, then the heuristic has got stuck. Now, like in [Griffin02] , we prove that when the 

heuristic cannot find a solution, a special relation exists among the ranking functions of the nodes, and 

there is not stable multi-path assignment. How dispute wheels are extended in the multi-path case is 

further discussed in the next section. 

If the procedure gets stuck at step i, then for a node u0  in Di , there is a set of direct paths 

D

u0[i] Pu0

and in contrast to the uni-path case, several situations may happen. It seems clear that there 

must be at least one path in the set 
I

u0 [i] such that 
I

u0[i] u0 [i]  such that 
D

u0[i] u0 [i] (otherwise 

paths with the highest rank are direct paths): All nodes in Di prefer indirect paths: The corner case of 

this situation is when in all nodes in Di chose 
I

ui [i] ui [i]. This is a more sophisticated version of a 

dispute wheel in the uni-path case. Here, each node constructs its set using indirect paths. For each 

path in that set, given that Hk
, the next-hop in turn prefer its multi-path set of indirect paths to any 

paths in the direct paths set. Repeating this process for each next-hop in V V i, we have that multiple 

uni-path-like dispute wheels are activated in parallel (See Figure 11). 

Some nodes in Di prefer equally direct and indirect paths: Notice that in the uni-path case, Hk
 

implies that a node u0 Di
 prefers an indirect path over a direct path, so that the choice of u oscillates 

all the time. In the multi-path case, u0
 may prefer and announce simultaneously directs and indirect 

paths. As a consequence, some node u0 may have stable paths and being u0 V V i , as some indirect 

paths may join or drop out the multi-path set of u0. For any path 
0 D

u0 [i] u0[i]  consistent with V i, 

0
 is a stable path in u0 even though Hk

 and u0 V V i . For any path 
0 I

u0 [i] u0[i]  consistent 

with V i  of the form 
0 R0(u1 v1)Q1

, where (u1 v1) E  and R0
 is a path from u0

 to u1
 in V V i , 

(u1 v1)Q1 D

u1 [i] u1[i] and v1 V i, then 
0
 is a stable path in u0 even though Hk

 and u0,u1 V V i . 
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Notice that since Hk
 then u1

 is in the same situation as u0
, but the unstable indirect paths 

1 I

u1 [i] u1[i] may belong to different dispute wheels. 

 

Figure 11 . Multiple dispute wheels, which can be activated simultaneously. 

Indirect paths (dashed lines) are preferred over direct paths (dotted 

lines) and equally preferred to direct paths (solid lines, only at v1 

and v2) at nodes that have not converged yet (outside the dotted 

circle, the stabilized circle). 

Finally, given that Hk
 and u0 V V i , there is an unstable path '0 I

u0 [i] u0[i]  which may 

contain zero, one or more nodes like u0
, accepting direct and indirect paths and at least two nodes 

whose most preferred set is of the form 
I

u j [i] u0 [i] . Therefore, in MIRO some dispute wheels are 

like in the uni-path case but they may contain several intermediate nodes with a subset of stable paths 

and the paths involving conflicting nodes flapping in their highest ranked set. 

To complete the discussion, it is not possible to have a dispute wheel if all nodes in the circular 

dependency mix direct and indirect paths in their highest preferred set. In that case the circular 

dependency creates a loop and eventually is stable. In addition, it is not possible to have a dispute 

wheel if only one node involved in the circular dependency has strict preferences over the indirect 

paths, since a minimal dispute wheels is of size 2 (see [Griffin02] ). 

1.1.3.4.2 Safety 

SPVP defined in [Griffin02]  is extended here to the SMVP. Activation sequences, and fair activation 

sequences are defined as in [Griffin02] . Let S (G,P, ) be an instance of the stable multi-path problem 

as defined above. If at time t the network state s(t) is such that all message queues mq(u w,t) are 

empty, then we say that the system has converged at time t, and write S( ,s0,t) , where s0
 is the initial 

state. If the system does not converge for any time t we say the system diverges, and write S( ,s0,t) . 

RIB Consistency is defined as the condition of having u, rib(u,t)[] equals to the best possible multi-

path set given the announcements in rib in(u w,t)[], for w peers(u). Pipe consistency is defined as 

the condition of having u,w peers(u), then pipe(u w,t)[k] rib(w,t)[m], where k is the number of 

messages in the pipe. That implies by the definition of the pipe, if there are no messages, then 

rib in(u w,t)[] rib(w,t)[]. The network state s(t) is said to be consistent if there is RIB and pipe 

consistency. 

Lemma 1: Let  be a fair activation sequence. Suppose that s(t)  is a consistent state and 

s(t)
(t )

s(t 1). Then s(t 1) is a consistent state. 

< 
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Theorem 2: (Correctness) Let s0
 be a consistent state and  a fair activation sequence with respect to 

s0. Suppose that for some time t, we have S( ,s0,t) . Let { 0, 1,K , n}  where rib(i,t)[] i . Then 

 is a solution of the statement S. 

Proof: By repeatedly using Lemma 4.1, the network state at time t is consistent. If the instance has 

converged then the communication links are empty and by pipe consistency, peers i and j 

rib in(u w,t)[] rib(w,t)[]. Then if  is not a stable solution at time t, there is a node i that is not rib-

consistent, what is a contradiction. 

< 

Suppose s0
 is a consistent state,  is a fair activation sequence with respect to s0, and that S( ,s0,t) . 

The set of converging nodes, C V , are those nodes u V  such that for some time t and for all t' t  we 

have rib(u,t')[] rib(u,t)[]. The oscillating nodes, denoted O, is the set of nodes in V  but not in C. By 

definition, for every node in C, there is a time tc
 such that for all t tc, rib(u,t)[] rib(u,tc)[]. If u C 

and w peers(u), after tc
 no new messages are placed in pipe(w u,t), by the fairness of , there is a 

time t f tc
, such that for all t t f

 all messages from nodes in C  have been flushed from all 

communication links. In particular, for all t t f
 and all u C , 

pipe(w u,t) rib in(w u,t)[] rib(u,t)[] for all peers w of u. 

The set values( ,s0,u)[] is the multi-path set over which a node oscillates indefinitely often. For w C, 
values( ,s0,w)[]  is the singleton super-set { rib(w,t)[]} . On the other hand, for u O, at some time tF , u 

only chooses sub-sets of paths included in values( ,s0,u)[]. 

For a simple path (vk vk 1K v1 v0), for any i, j  with k i j 0, we denote by P vi,v j
 as the sub-path 

(vi,vi 1,K ,v j ). For a multi-path set ( 0, 1,K , n), we denote vi,v j
 as the set of sub-paths of paths in 

 for which 
k vi,v j 0 k n exists. 

Lemma 3: For w V , suppose that values( ,s0,w)[]. Then there is a time t  after which there is no 

path of the form T  in the network state. 

Proof: By definition, after a time t, w takes only paths in values( ,s0,w)[] . Since  is a fair activation 

sequence, after a time t' t  communication channels are renewed. 

< 

Lemma 4: Suppose values( ,s0,u)[]  for some u O . If w u is a node in  and w O , then 

w,0 values( ,s0,w)[]. In addition, if v appears in  and v C then v,0 rib(v,tc)[]. The lemma can 

be extended as follows. If ' values( ,s0,u)[] for some u O. If w u is in a subset of paths '' ' 

and w O , then '' w,0 values( ,s0,w)[] . Furthermore, if v  is a node in '  and v C  then 

' v,0 rib(v,tc)[]. 

Proof: If w u andw O. Suppose '' w,0 values( ,s0,w)[], then by Lemma 3 u cannot adopt any 

path in ' ' of the shape QP, P '' w,0 , infinitely often. A similar argument holds for v C. 

< 

Theorem 4.5: If S has no dispute wheel, then S is safe. 

Proof: Suppose that S( ,s0) . We show that S contains a dispute wheel. Let O,C and t f
 be defined as 

above. Let t  be any time t t f
. Let U  be the subset of nodes u O such that there is a multi-path set 

D

u [t] i, j, (uwi )Qj values( ,s0,u,t)[]  where wi C, and Qj D

wi [ tc] . That is, each u U  adopts a path 

that leads directly to a fixed node. By Lemma 4, U  cannot be empty (otherwise, S( ,s0) ). 
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Let u0 be a node of the non-empty set U . Let 
D

u0  the set of direct paths to C and I

u0

 the set of indirect 

paths to C, hence values( ,s0,u0,t)[] D

u0[t] I

u0 [t] . It is easy to check that the subset of direct paths is 

unique and that for all values in values( ,s0,u0,t)[] the paths within D

u0 [ t] are either of lowest rank (i.e. 

I

u0 u0) or the set of highest ranked paths is not a subset totally included in 
D

u0 [ t] (i.e. 
I

u0 u0 ). 

Then, there is at least one path 
0 I

u0  of highest rank. By Lemma 4, 
0
 can be constructed as 

0 R0Q1
, where R0 0 u0,u1

 and Q1

u1 u1,w1
 for u0,u1 O and some w1 C. The same construction 

can be repeated for some path in values( ,s0,u1)[] (otherwise S( ,s0) ). Repeating the process, if for at 

least two nodes in the path it holds that 
I

u j u j  and 
D

u j u j , then it will result in at least one 

dispute wheel structure. The fact that each node considers several routes may lead to several 

combinations that may originate concurrently several dispute wheels.  

< 

1.1.3.5 Conclusions 

Multi -path inter-domain routing has been proposed to overcome some of the limitations of existing 

routing protocols. Nevertheless, the techniques to achieve more path diversity, mainly non-strict 

preferences and removal of tie-breaking rules can be potential sources of problems. 

Considering multiple equally-preferred paths in border routers for traffic forwarding has been 

proposed in the vast majority of the recent multi-path protocols as a straightforward way to bring 

multi-path routing to the inter-domain scope. Nonetheless, it seems that those proposals have taken for 

granted that increasing path diversity does not lead to more unstable configurations. 

We have seen that multi-path routing, if not carefully deployed at the inter-domain scope, can 

introduce additional issues. For instance, stable configurations in the uni-path case may not be stable 

in the multi-path case or even worse, multiple dispute wheels can be activated simultaneously.  

To validate our hypothesis, we have explored the stability of a multi-path inter-domain solution, 

MIRO, using an abstract model of it. In MIRO each node works with a set of alternative routes of 

equal preference. The stability proof showed that if convergence cannot be achieved, multiple uni-

path-like dispute wheels can be activated simultaneously in parallel, creating a weaker stability 

performance compared to the current BGP. Each path in the multi-path set may be involved in a 

dispute wheel and it will oscillate (the node will indefinitely alternate the highest ranked indirect path 

with another path of lower rank).  

As more paths are progressively added to the multi-path set, the probability of activating a dispute 

wheel is increased, unless dispute-free policy relations are used.  

Together with those results, more insights about how a dispute wheel is created in the multi-path case 

are provided. Whereas uni-path dispute wheels comprises a set of nodes, cyclically related, whose 

ranking functions prefer any route through a neighbour involved in that circular relation to a route 

through nodes outside the wheel, MIRO introduces a variant in the dispute wheel definition. Now, 

between nodes with conflicting policies, may be none, one or more nodes with a multi-path set 

composed of direct paths, indirect paths pointing to direct paths in nodes involved in a dispute wheel 

and indirect paths containing an oscillating node between direct and indirect paths.  

1.2 Tree-based iBGP 

In the following pages we present the initial specification of Tree-based iBGP. As with any protocol 

specification this is a document in a state of flux until fully adopted by a standard organisation, please 

refer to the most recent draft at http://nrg.cs.ucl.ac.uk/tibgp. 

When designing Tree based iBGP we have tried to limit our divergence from the structure and state 

machines of classic iBGP, unfortunately this has not always been possible. 

http://nrg.cs.ucl.ac.uk/tibgp
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1.2.1 Summary of Operation 

Tree-based iBGP is an alternative Internal BGP mechanism for propagation of BGP messages across 

and throughout an AS. In [Rekhter06] it is "assumed that a consistent view of the routes exterior to the 

AS is provided by having all BGP speakers within the AS maintain iBGP with each other". Two 

current extensions to the basic propagation mechanism exist, Route Reflectors and Confederations. In 

[Bates06], Route Reflection is described with the aim to address the scaling properties of maintaining 

a full internal mesh of iBGP speakers. "For n BGP speakers within an AS that requires to maintain 

n*(n-1)/2 unique (iBGP) sessions" [Bates06]. RFC 4456 [Bates06] addresses the scaling properties by 

having one or more of the iBGP speakers acting as a Route Reflector. A Route Reflector is an iBGP 

speaker who is able to relax the rule that iBGP speakers are not allowed to pass on routes learned from 

one iBGP speaker, allowing some direct connections between iBGP speakers to be removed and the 

system allowed to scale further. RFC 5065 [Traina07] describes BGP confederations which are an 

alternative scaling technique for iBGP, where a large AS is subdivided into small ASs with EBGP 

connections between the smaller ASs in the greater AS, with the EBGP messages within the greater 

AS are treated as iBGP messages. 

It has been shown in [Griffin02a], that Route Reflectors have their own problems too. In [Scudder99] 

it was asserted that both Confederations and Route Reflectors were identical in their scaling 

properties. Tree-based iBGP aims to address these issues whilst providing scaling. 

Tree-based iBGP has two key properties; firstly the routers implements a sequence space for each 

external peering that increments with each route change (addition, withdraw, etc), and secondly a tree 

structure for each sequence space that is rooted at the EBGP speaker that is the termination of the 

external peering. 

1.2.1.1 Tree structure 

For each external peering a tree structure is implicitly formed, rooted at the edge router that is the local 

termination of the peering. The peering is a normal EBGP peering and as such is manually configured, 

this is used to seed the list of EBGP peerings that is communicated to Tree-based iBGP neighbours.  

 

Figure 12. Tree-based iBGP in an exemplary topology 
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The underlying tree structure is made up from the set of neighbours and formed by the network 

structure derived by the underlying IGP. Each node in the tree has a single parent node, other than the 

root node, which has no parent, and its remaining neighbours are child nodes. The formation of the 

tree is discussed later. Routes travel from the root node down the tree following the parent child 

relationship until they reach the leaf nodes, which have no children. In the absence of network 

transitions and loss, it is generally the case that packets are routed using the reverse path which the 

routes flowed down the tree, this has the nice property that the routes have pre-validated the path the 

packets will follow. An example of such a tree structure can be found in Figure 12. 

1.2.1.2 Sequence Space 

The terminating edge router takes the EBGP messages and stores them in the Adj-RIBs-In table, this 

process triggers the increment of the per peering sequence number. The sequence number is held as an 

additional path attribute of the route, see later section. The sequence space is used to ensure reliable 

ordered processing of the routes from an external peer. 

We define the sequence number space to be a 64 bits (8 bytes) to allow for long-lived peerings to be 

resilient to a severe DoS attack lasting many days. A 48 bit space would be sufficient too, but a 32 bit 

space is not sufficient. 

1.2.1.3 Epoch 

Each router that originates a tree must create an epoch value upon initialisation or restart. The epoch 

must be unique over a long period of time for that router such that it can be used to detect router 

restarts and remove old trees. The epoch is defined to be 32 bits (4 bytes). 

1.2.2 Structure 

Within an AS, tree-based iBGP propagates router messages over a set of trees, where each tree is 

routed at the edge node which terminates its associated external peering. The set of trees, forest, 

provides the connectivity properties of the iBGP full mesh with every BGP router having a multi-hop 

peering connection, rather than direct peering, to every other BGP router in the AS. In the worst case 

the forest of trees will have the same number of connections but in the general case the number of 

connections an iBGP host has to support is much lower.  

Comparing this with Route reflectors, which are a common solution to the iBGP scaling problem with 

the network being divided up into clusters with each cluster having one or more Route Reflectors 

being servers and the remainder of the routers in the cluster being clients. The Route Reflector servers 

are then fully meshed together. This structure can be taken further with clients in clusters acting as 

servers for sub clusters. As we progress down this path of introducing sub cluster we can see that the 

Route Reflectors are starting to form a tree with the top level Route Reflectors forming the root(s), the 

client Route Reflectors in the clusters forming intermediate nodes, and the clients in the sub clusters 

forming the leaves of the tree. Tree-based iBGP is positioned between these two designs being more 

densely connected than the Route Reflector structure but less densely connected than the full internal 

mesh of the standard iBGP. 

1.2.2.1 Tree based iBGP neighbours 

Tree-based iBGP routers each have their list of neighbours manually configured, this represents a 

smaller number of entries in the configuration file than a full mesh iBGP configuration, but a similar 

number to a Route Reflector configuration. 

Tree-based iBGP routers establish a normal BGP peering over TCP with each configured neighbour, 

all routes and protocol messages pass over this connection in the same way normal iBGP connections 

function. 
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1.2.2.2 Neighbour discovery mechanism 

Future work is to introduce a neighbour discovery mechanism to enable the automatic configuration of 

Tree-based iBGP neighbour lists. The addition of policy would make this more complex, but it is 

feasible to configure the list of neighbours automatically. 

1.2.2.3 Tree formation 

The standard BGP connection establishment process is used to connect configured Tree-based iBGP 

neighbours. Once the TCP session is established, Tree based iBGP routers add an optional Parameter 

to the Open message to show their capability to speak Tree-based iBGP, see a later section for details. 

A mix of tree and non-Tree-based iBGP has not been investigated at this moment and is hence 

unsupported. If the two routers do not both support Tree-based iBGP, the peering is moved to the 

closed state and a Notification message, with Error Code 2 (Open Message Error), Error Subcode 4 

(Unsupported optional parameter), Data 220 (parameter type). 

Once both routers have negotiated the use of Tree-based iBGP and have passed their current known 

trees to each other, see later section, the connection moves to Established, routes begin to flow as BGP 

Update Messages. If a route arrives from a neighbour containing an unknown Tree Identifier then, the 

receiving router caches the packet, sets the UnknownTreeExpirey Timer and sends a Notification 

message, with Error Code 3 (Update Message Error), Error Subcode 12 (Unknown Tree Identifier 

parameter), Data (Tree Identifier). 

When a router learns of a new tree or trees, the suspension of a current tree or trees or the removal of 

an old tree or trees it informs its neighbours using the Tree Synchronisation message. 

1.2.2.4 Tree addition 

Upon the addition of a new tree or trees via the Tree Synchronisation message the router must create 

the state locally for the tree. Using the local IGP the router must determine which of its neighbour is 

the parent for the new tree, and which are children, with the TO_CHILD flag set. See later section for 

details of the decision process for parent and child determination. Once the tree state has been 

established and the messages sent to the children, the router registers an alert with the IGP to monitor 

the path between it and the root of the tree. Monitoring the path to the root will inform the router of 

whether its parent child relationship has changed or not. 

1.2.2.5 Tree removal 

Upon the removal of a tree, the router must withdraw all routes associated with the tree, sending 

withdraw messages to its children with the special sequence number 2^64 - 1, remove the tree, and 

propagate to its children for the specific tree a Tree Synchronisation message with the tree marked as 

removed. 

1.2.2.6 Tree suspension 

Upon the partition of the network, which is detected by the IGP the routers which have upstream 

portions of trees in the other half of the network partition, mark all routes associated with the 

partitioned trees as suspended, send a Tree Status Message to the children listing the suspended trees 

and start a Tree Suppression Timer, to remove the tree state if the tree has not been re-established. 

1.2.2.7 Tree-based iBGP Capability  

The Tree-based iBGP Capability is used to signal whether the router supports Tree-based iBGP or not. 

It has parameter type 220 (a private value as no IANA value has been assigned), a parameter length of 

1, and parameter values as follows: 

0x00 : Reserved for : Optional use of Tree based iBGP 
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0x01 : Mandatory use of Tree based iBGP 

0x02 to 0xff : Reserved 

1.2.2.8 Tree Creation 

A router creates a new tree either when a new external peering is created or when it needs to create a 

temporary tree to enable the re-injection of discarded routers when a previously successful route has 

been withdrawn, this process is further discussed in the next section. Upon the creation of a new tree, 

the originating router creates a new Tree Synchronisation message, with the local id set as itself and 

the next hop as the peer router, or itself if it is acting as the next hop. The Tree synchronisation 

message has the TO_CHILD flag set and is sent to all neighbours. 

1.2.2.9 In network tree creation 

In network tree creation is required for two reasons, firstly for engineering reasons it may be required 

for a router to be able to inject routes artificially into the middle of the network. Secondly for tree 

repair, consider the scenario when all the nodes of a tree are in a synchronised state and overlap with 

another tree. An identical prefix flows down both trees with the route from the second tree winning, 

and the route from the first tree being withdrawn from some of the routers. With the advent of the 

failure of the second tree there is no way to restore the missing route to those routes of the first tree 

without another mechanism. To address this issue the router at the border of where the route exists and 

does not exist creates a new temporary tree, upon noticing the withdraw message for the route from 

the other tree. It creates the tree via a Tree Synchronisation message with the TEMPORARY and 

TO_CHILD flags set. The message only carries two entries in the list of trees to add field, the new 

Tree ID, and the old Tree ID. 

1.2.3 Path Attributes 

In Tree-based iBGP, the Tree Sequence Number is a mandatory, transitive option. This option carries 

a list of tree identifiers and sequence number pairs, which are correlated with either the withdrawn 

routes or added routes (NRLI) in the Update message. The format of the message is: 

 

      +----------------------------------------------------- + 

      |   Number of trees (2 octets)                        |  

      +----------------------------------------------------- + 

      |   List of Tree Ids, Sequence No.                    |  

      +----------------------------------------------------- + 

 

This introduces a large message option and may in the future need further optimisation. 

1.2.4 Messages 

Tree based iBGP introduces a number of new messages to iBGP. 

1.2.4.1 Tree Status Message 

The Tree Status message is a periodic message that is passed between neighbours. For each Tree 

Identifier it gives the current minimum, maximum and maximum continuous sequence number for the 

Tree. The format of the messages is: 
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      +----------------------------------------------------- + 

      |   Flags                                             |  

      +----------------------------------------------------- + 

      |   Number of trees (2 octets)                        |  

      +--- -------------------------------------------------- + 

      | List of Tree Ids, Min, Max, Continuous Max (variable)|  

      +----------------------------------------------------- + 

 

The expiring of Tree Status Update Timer triggers this message. Upon reception by a neighbouring 

router, it updates its tree status information for the originating router's view of the trees. When a parent 

router has received tree status information from all its children that they have a continuous maximum 

sequence number all in excess of the routers minimum, then the router can move its minimum on to 

the minimum of the children's continuous maximumsô, and remove stale state. When a child router is 

informed that its parent has moved its minimum sequence number forward, the child removes the stale 

state to bring itself into a synchronised state. 

This guarantees that the sequence spaces do not grow too large. 

1.2.4.2 Tree Synchronisation message 

The Tree Synchronisation message exchanges information between neighbour peers, during the 

connection establishment and as new trees are created, or removed. The Tree Synchronisation message 

has the following structure. The flags apply to all trees listed in the message; if different flags are 

required for different subsets of the trees then separate messages should be created. 

      +----------------------------------------------------- + 

      |   Flags                                             |  

      +----------------------------------------------------- + 

      |   Number of trees to Add (2 octets)                 |  

      +----------------------------------------------------- + 

      |   List of Tree Ids to Add (variable)                |  

      +----------------------------------------------------- + 

      |   Number of trees to Remove (2 octets)              |  

      +----------------------------------------------------- + 

      |   List of Tree Ids to Remove (variable)             |  

      +----------------------------------------------------- + 

      |   Number of trees to Suspend (2 octets)              |  

      +----------------------------------------------------- + 

      |   List of Tree Ids  to Suspend (variable)            |  

      +----------------------------------------------------- + 

 

The flags field is subdivided into the following bits. 

bit 0 : Reserved 

bit 1 : Reserved 
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bit 2 : Reserved 

bit 3 : PARENT_DISPUTE 

bit 4 : TEMPORARY 

bit 5 : TO_CHILD 

bit 6 : UPDATE 

bit 7 : FINAL 

The FINAL field indicates whether or not this is the final message in a sequence and is set by default 

on all UPDATE messages. The UPDATE field indicates that the message contains updated tree 

information from the initial information transferred during the connection establishment phase where 

the flag is not set. The TO_CHILD flag is used to specify that the tree information is being sent from a 

parent to a child. If the receiving router does not think it is a child for the trees in the message then it 

sends a notification message to the sending router, with the following parameters: 

The TEMPORARY flag is used to signified that first tree in the message is a temporary tree acting 

upon the second tree listed in the message. 

The two trees list may either appear in the add or remove sections, but must be the only two trees 

listed in the message. 

The PARENT_DISPUTE flag is used to signal between a pair of neighbours that they are disputing 

the parentage for a specific tree. 

1.2.4.3 Not Using Route Message 

The Not Using Route message contains the information about routers not used by parent routers but 

still form part of the root routers sequence space. The form of the message is: 

 

      +----------------------------------------------------- + 

      |   Not Using Routes Length (2 octets)                |  

      +----------------------------------------------------- + 

      |   Not Using Routes Routes (var iable)                |  

      +----------------------------------------------------- + 

      |   Total Path Attribute Length (2 octets)            |  

      +----------------------------------------------------- + 

      |   Path Attributes (variable)                        |  

      +----------------------------------------------------- + 

 

It uses the same sequence space attribute as the update message. 

1.2.4.4 Modified Update Message 

We add a new sequence space path attribute to the message; this has the side effect of imposing some 

limitations. Firstly each update message is limited to advertising either withdraws or add but not both 

at the same time. Secondly the order of the sequence numbers in the path attribute must correspond 

with routes in either the withdrawn routes field or the added routes (NLRI). 

The routes contain the additional path attribute Tree Sequence Number. If the Tree Sequence Number 

attribute contains a tree that the router does not know about (defined by the local edge router's BGP 
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Identifier and the next hop) and the sequence number is not 0 (the first entry in this tree), or 2^64 -1, a 

Notification message with the Unknown tree attribute is sent to the router that sent the message. 

1.2.4.5 Route Request Message 

The Route Request message is used to request a missing route from a specific tree based upon its 

sequence number, it has the following format. 

 

      +----------------------------------------------------- + 

      |   Requests Length (2 octets)                        |  

      +--------------------------- -------------------------- + 

      | Requests (Tree ID, Sequence no.) (variable)         |  

      +----------------------------------------------------- + 

 

If the sequence number is set as 2^64 -1 a full routing table for the tree is requested. If the sequence 

number is not available a Notification message is generated, with the following values Notification 

message, with Error Code 20 (Route Request Message Error), Error Subcode 1 (Unknown Sequence 

number parameter), Data Sequence Number. 

1.2.5 Finite State Machine 

We introduce a new state, TreeExchange, in the BGP finite state machine for connection 

establishment. 

1.2.5.1 TreeExchange State 

The TreeExchange state has an inbound transition from the OpenConfirm state that replaces the 

previous transition from OpenConfirm to Established. On the successful completion of the exchange 

of known sequence space trees by the connecting peers each peer transitions to the Established state 

and on a failure to the Idle state. The state machine remains in the TreeExchange state whilst Tree 

Synchronisation messages flow between the two peers. Each peer expects a sequence of Tree 

Synchronisation Messages from its peer, terminated by a Tree Synchronisation Message with the last 

bit set.  The transfer is successful for a peer once it has sent all its TreeExchange messages and 

received them from the peer. The transfer is a failure if the messages are malformed, the TCP 

connection fails or the TreeSync timer expires. 

1.2.5.2 TreeSync Timer 

The TreeSync timer is started once the FSM transitions into the TreeExchange state. It is reset upon 

every message Tree Synchronisation message is received, and cancelled upon the receipt of a 

TreeExchange message with the last bit set. 

1.2.5.3 UnknownTreeExpiry Timer  

The UnknownTreeExpiry is started once a router receives a route with a tree identifier it does not 

know. It is cancelled upon the receipt of a TreeSynchronisation message from a neighbour containing 

the identifier. Upon the timer expiring the cached packet is removed and a notification is sent to the 

originating neighbour. 
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1.2.5.4 Tree Suppression Timer 

The Tree Suppression Timer is used to expire a suppressed tree caused by a network partition. The 

length of timer should be in the order of 10 days. Upon receipt of a Tree Status Message the timer is 

cancelled and the tree is re-instated. Upon expiry of the timer the tree is deleted. 

1.2.5.5 Tree Status Update Timer 

The Tree Status Update Timer is a short periodic timer that is initialised when the router begins 

operating. 

1.2.5.6 Route Request Timer 

The Route Request Timer is a short timer used to trigger the re-requesting of a route. 

1.2.6 IGP interactions. 

Tree-based iBGP relies on the underlying link state IGP protocol to form a tree structure between any 

router forming the root of the tree and the other routers that form the branches and leaves. It is 

generally the case that the IGP has a very rapid conversion time compared with the EGP used in a 

domain and we exploit this property. 

The IGP distance is used to determine which of a pair of routers is the parent and which is the child for 

a particular tree. The router id is used as the tiebreaker. Using the TO_CHILD flag in the Tree 

Synchronisation message the parent router communicates its belief that it is the parent for the trees 

listed in the message. 

If the neighbour router disagrees, it raises a Notification message with Error Code 21 (Tree 

Synchronisation message Error), Error Subcode. 

1 (Parent Child Dispute), Data (router id), with its router ID, and sends its own Tree Synchronisation 

message, with the PARENT_DISPUTE flag set. If the parent disputes the challenge from the 

neighbour it sends Notification message with Error Code 21 (Tree Synchronisation message Error), 

Error Subcode 1 (Parent Child Dispute), Data (router id), with its router ID and a Tree Synchronisation 

message with the PARENT_DISPUTE flag set. If a router receives a Tree Synchronisation message 

with the PARENT_DISPUTE flag set from a neighbour it has recently, within 300 seconds, dispute 

the parent state with and it drops the peering and withdraws both trees and routes from the neighbour. 

1.2.7 Route processing 

Route processing takes a different structure in Tree based iBGP to ensure that all routes are processed 

in the same order as they are received at the root of a tree. 

1.2.7.1 Update message processing 

Upon receiving an update message the router extracts either the withdrawn routes information or the 

NLRI information along with the sequence space attribute, and combines them associating a particular 

prefix with a specific sequence number and tree. Each prefix, tree and sequence number is processed 

in turn, if the sequence number is the next in the sequence for the specified tree, then the route is 

processed along with any stored routes that form a consecutive continuation of the sequence space. If 

the sequence number is not consecutive then the prefix, tree and sequence number are stored along 

with any path attributes. A notification message is sent to the router's parent for the specified tree 

requesting the missing sequence number entries and is stated in with Error Code 3 (Update message 

Error), Error Subcode 11 (Route Request), Data (tree id, sequence no). 

When a prefix is processed and it successfully passes the decision process it is forwarded on to the 

children of the router for the specified tree, and locally inserted into the routing table. A prefix that 

fails the decision process is sent onto the neighbours using the Not Using Route Message that has an 

identical structure to the Update Message. If a route currently in the routing table is replaced by a new 
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route then a Not Using Route Message is also sent for the old route, but only to the router's children 

with respect to the displaced route's tree. 

When a route is store the corresponding sequence number and tree id is stored along with it. 

1.2.7.2 Not Using Route message processing 

When a router received a Not Using Route message from its parent the router withdraws any 

corresponding route to the sequence number and tree id, but it keeps a pointer to its parent having the 

knowledge about the route. It sends on the message to its children. In this way if the peering is lost that 

generated the route, which replaced the one no longer in use it, is possible to request the original route 

via a Route Request message. 

1.2.7.3 Sequence space repair 

Two scenarios can occur that give rise to the need for the sequence space number repair. Firstly 

packets are lost through network dynamics, or link failures. Secondly routes have been superseded by 

a better route and are marked as not using retaining just the prefix and sequence number in the local 

tables. Both of these scenarios lead to a hole in the sequence space. The first scenario is detected when 

an update message is received with a non-continuous sequence space value. 

If a request route message is not consecutive with a corresponding update message before timer Route 

Request expires then a second request is sent. In total three requests are sent on the failure of the third 

request the peering to the parent is taken down and routes and associated trees are removed. The 

second scenario is more complex and involves the creation of temporary sub trees. 

1.3 BGP Inbound Traffic Engineering 

A growing number of stub Autonomous Systems (AS), i.e. autonomous systems at the edge of the 

Internet that do not transit traffic for other ASes, are increasingly multi-homed. This trend is mainly 

driven by the need to increase both capacity and reliability of the connection to the global Internet. 

Given more than a single attachment point, an ISP can actually engineer its traffic, i.e. it can influence 

the way traffic leaves and enters its network. As the AS-level topology of the Internet becomes 

increasingly meshed, the opportunity and the need for appropriate traffic engineering tools grows. 

Today, a very limited set of mechanisms exist to perform traffic engineering using the Border 

Gateway Protocol (BGP). This is especially true for the inbound direction as the flow of traffic 

depends on the forwarding decision made at other routers in other autonomous systems. In other 

words, in order to engineer the way traffic enters a network, the route selection process at other routers 

has to be influenced remotely. The current version of BGP has no obvious means built-in that allows 

the origin of an advertisement to express preference, which could be used by other routers in the route 

selection process. 

BGP is selecting a single best route towards a given destination, whereby a destination is represented 

by an IP prefix ï a contiguous block of IP addresses. If more than a single route is known to a BGP 

router, it follows an ordered sequence of steps to select the best amongst these routes. This sequence 

of steps is called the BGP decision process. Each step in the process removes routes from the set of 

candidate routes until a single best route remains which is subsequently used for packet forwarding. 

This process has been described earlier in this document (see section 1.1). 

BGP itself has no direct means built-in to enable inbound Traffic Engineering (TE). The way inbound 

TE is performed today is either via prefix disaggregation, AS path prepending or BGP communities. 

The first of these increases the size of the global routing , path prepending is a very coarse tool and 

communities are based on local configurations and are therefore not universally available, not 

standardized in terms of what they mean and not effective beyond the first hop. 
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We have therefore investigated another means to do inbound traffic engineering, one which does not 

increase the size of the global routing table while being more fine-grained than path prepending. 

1.3.1 The Origin Preference Attribute 

We introduce a new optional transitive path attribute called the Origin Preference Attribute (OPA). 

The OPA is used to express the origin ASô preference for a prefix advertisement. The higher the OPA 

the higher the originôs preference for this route advertisement. The OPA is an offset to a pseudo 

random number calculated by each AS individually. This pseudo random number is simply the local 

AS number XOR:ed together with the next hop AS number and origin AS number. To illustrate this 

compare Figure 13. E.g. take AS 100, the advertisement of prefix P (origin AS 1), results at AS 100 

into the two pseudo random numbers 111 and 113. This results in AS 100 to pick the path through AS 

20. We make this OPA comparison part of the BGP decision process, right after the comparison of the 

AS path length. 

 

Figure 13. The OPA at work 

The origin AS can now add a positive OPA to the advertisement of P through AS 10 which would 

change AS 100ôs path selection. But depending on the OPA value, only AS 100 will change its path 

selection (with path prepending all ASes 100, 200, 300 and 400 would have changed it).  

1.3.2 Initial Evaluation  

We have started the evaluation of the OPA (omitting some details in this summary of our work.). Our 

main objective was to find out how the OPA on a global scale can achieve better traffic engineering. 

In particular, we set out to improve the coarse-grained effect of AS path prepending. Figure 14 shows 

10 exemplary prefixes advertised by dual-homed stub ASes in an Internet-scale AS-level topology. 

The top part of the figure shows how many ASes in the topology pick the path where the OPA is set 

and the bottom part compares AS path prepending of the prefixes that are shown as dashed lines in the 

top part. As can be seen AS path prepending is very coarse and a single prepend results in drastic 

traffic shifts whereas the OPA has a range where the path selection of ASes changes more gradually. 

However, the OPA has not a linear effect but is strongest around a smaller value range between about 

plus and minus 2000. 
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Another thing that can be seen is that the OPA does not always work for every AS. It appears to 

depend on where in the topology the AS resides and the policies that apply to the prefix advertisement. 

However, by placing the OPA comparison after the AS path length comparison, this TE tool remains 

intact and can be used in combination. If none of this works for a given origin AS, the AS can revert to 

prefix disaggregation, which however causes the global routing table to grow, something that AS path 

prepending and the OPA does not. 

 

Figure 14. The effect of the OPA vs. path prepending 



 

D12 - Final report on reachability 

 

© Trilogy Consortium 2010 Page 37 of (61) 

2 Capabilities and Adoption 

In todayôs Internet, the reachability system has a number of missing, yet important features. One of 

those, increasingly important features is the ability to protect the Internet from (Distributed) Denial of 

Service Attacks. This particular work item was realized utilizing, amongst others, mechanisms that 

were developed in another work package of the project. Also v4/v6 transition techniques such as 

NAT64 have been worked on, an important piece of technology to finally migrate to an Internet where 

IPv6 is ubiquitously deployed. Also the LISP work, in the form of IETF involvement, implementation 

and experimentation has been progressed. The clean separation of identity and locator (which today is 

collapsed into the IP address) is seen as one important part of a better future Internet. 

2.1 DDoS 

Distributed Denial of Service (DDoS) attacks are becoming an increasing threat to the Internet. This 

work focuses on a family of solutions, which are currently being developed to address DDoS, based on 

the notion of network capabilities [Anderson03 Yang05, Yarr04, Parno07, Liu10]. In general, 

implementing capability-based solutions in the Internet is challenging, due to deployment costs, 

processing overhead at core routers and to the path dependant nature of capabilities. To address these 

issues, in [DEL8] we proposed an edge-network based deployment of network capabilities. This basic 

design allows addressing destination flooding attacks, where attackers flood a destination to exhaust 

destination resources (e.g. memory, CPU, etc.), but provide limited protection against link-flooding 

attacks, where attackers flood a bottleneck link shared with a victim. To cover link flooding attacks, 

we extended the basic design introducing Re-ECN [Briscoe10] support. The architecture of proposed 

solution is illustrated if Figure 15. 

 

Figure 15: architecture of the DoS solution 

In [DEL8], we included a preliminary validation of the proposal based on the Network Simulator ns-2
1
. 

This section updates this validation, describing the final ns-2 implementation, the simulation scenarios 

and metrics that have been considered, as well as the final results. 

                                                      

1
 The Network Simulator ns2: http://www.isi.edu/nsnam/ns/ 
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2.1.1 Simulation topology 

We implemented the proposed solution in ns-2, starting from implementations already available for 

[Yang05] and Re-ECN. With this implementation, the simulation topology shown in Figure 16 was built 

up. 

 

Figure 16: simulation topology 

The topology connects a legitimate source and destination via a 10 Mb/s capacity bottleneck link. The 

source sequentially sends 1000 files of fixed size (20 KB) towards the destination, declaring the actual 

congestion it experiences. In addition, there are a certain number of attackers, varying from 1 to 50, all of 

them starting within a period of 5 seconds. Each attacker sends a flood of TCP traffic at 1 Mb/s towards a 

colluder, which shares the bottleneck link with the legitimate destination. Attackers completely 

understate the congestion they cause. 

To test the effectiveness of the proposal, the following metrics are measured: (1) the fraction of 

completed file transfers; (2) the delay of the transient period that elapses from the instant the attack starts 

until it is blocked by the capability system; and (3) the average delay of the completed file transfers. 

2.1.2 Simulation results 

For the simulations, two types of attacks have been considered: (1) an authorized traffic flood attack, 

where each attacker obtains a valid capability from the colluder, and floods the bottleneck with traffic 

attaching valid capabilities; and (2) a initial capability request flood attack, where each attacker floods 

the bottleneck with initial capability requests. In both scenarios, whenever an attacker is identified by the 

capability system, it is filtered out at its Source Border Router (SBR) during a time interval that depends 

on the congestion it has declared. This way, attackers will be gradually filtered out, allowing legitimate 

file transfers to be completed through the bottleneck link. 

Figure 17 shows the fraction of completed file transfers as the number of attackers increases from 0 to 

50, both for authorized traffic flood attack and the initial capability request flood attack. As it can be 

observed form this graph, in both attacks all file transfers are completed, independently of the number of 

attackers. The graph also shows the results corresponding to the Internet case, i.e. where no DoS defence 

is utilized. In this case, the fraction of completed file transfers decreases as the number of attackers is 

greater than 10. 

Figure 18 shows the average duration of the transient period that is necessary to block the attack. While 

this delay remains practically stable for the case of the initial capability request flood, in the authorized 

traffic flood attack the transient period delay increases with the number of attackers. The reason for this 
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is that in our simulations, all the attackers are started in a time interval of 5 seconds. If the number of 

attackers is large enough, many attackers will not be able to immediately establish a TCP connection 

with the colluding destination, because the attackers that have managed to establish this connection are 

already congesting the bottleneck, Therefore, many attackers cannot establish the TCP connection, and 

cannot flood the bottleneck, until the capability system blocks the set of attackers that successfully 

connected to the colluder. Delayed attackers will keep the bottleneck congested until being blocked by 

the defence system, which increases the transient period delay. 

 

Figure 17: fraction of completed file transfers 

 

Figure 18: average transient period delay 
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Finally, Figure 19 shows the results obtained for the average file transfer delay. As it can be seen from 

the graph, this delay remains practically stable in the case of the initial capability request flood. In the 

authorized traffic flood scenario, the file transfer delay is slightly increased. The reason for this is that, 

once that an attacker is identified, it is filtered during certain time interval. Once that this interval expires, 

the attacker is allowed to acquire new capabilities from the destination, and starts flooding again the 

bottleneck. Nevertheless, while in the initial capability request flood the attacker is filtered out as soon as 

the flood becomes persistently negative, in the authorized traffic flood the attacker is allowed to send 

traffic until its capabilities expire. This implies greater network load with respect to the initial capability 

request flood scenario, thus increasing the average delay of legitimate file transfers. On the other hand, 

this delay grows abruptly in the Internet case, when the number of attackers reaches 10, highlighting the 

effectiveness of the proposed solution. 

 

Figure 19: average file transfer delay 

2.2 Transition and coexistence 

NAT64/DNS64 [Bagnulo10a], [Bagnulo10] is a tool suite aimed to replace NAT-PT in a manner that 

addresses most of the concerns that led to its deprecation. NAT64 translates IPv4 packets into IPv6 

packets and vice versa in a stateful manner and DNS64 synthesizes AAAA resource records for IPv4 

hosts that only have A resource records available. A key design decision for NAT64/DNS64 is to 

explicitly manage communications initiated from the IPv6 side, while relying on existing 

NATtraversal techniques, such as STUN, to support communications initiated by the IPv4 side. 

DNS64 provides similar functionality as the NAT-PT DNS-ALG, but implemented as a new 

architectural block instead of being performed as a transparent ALG. A consequence of this design is 

the ability of DNS64 to maintain compatibility with most modes of DNSSEC. Like NAT-PT, NAT64 

and DNS64 are compatible with, and largely transparent to, unmodified IPv6 hosts. 

2.2.1 NAT64 

NAT64 translates IPv6 packets into IPv4 packets and vice-versa. It has essentially two components, 

the address translation mechanism and the protocol translation mechanism. The latter, which translates 

IP headers fields other than the addresses, operates in a stateless manner trying to preserve as much as 

possible the semantics of the original field whenever possible.  
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Address translation maps IPv6 transport addresses to IPv4 transport addresses and vice-versa. In order 

to create these mappings, the NAT64 box has two pools of IP addresses, an IPv6 address pool (to 

represent IPv4 addresses in the IPv6 network) and an IPv4 address pool (to represent IPv6 addresses in 

the IPv4 network). 

NAT64 creates the mappings by using an IPv6 prefix (denoted as Pref64::/n) as the IPv6 address pool. 

Each IPv4 address is mapped into a different IPv6 address by simply concatenating the Pref64::/n with 

the IPv4 address being mapped and, if n is less than 96, a suffix. Pref64::/n can be either the Well-

Known prefix defined for this purpose (64:ff9b::/96) [RFC6052] or a local prefix manually assigned 

from the global unicast IPv6 address block of the site for this particular use. In both cases the mapping 

is stable over time since there is no need to re-use the IPv6 addresses, as the IPv6 address pool is large 

enough. By using the Well-Known prefix, the resulting IPv6 representations of IPv4 addresses are 

globally meaningful.  

The IPv4 address pool is normally a small prefix assigned to the NAT64's external (IPv4) interface. 

Because of the size of the IPv4 address space, the IPv4 address pool is not sufficient to establish 

permanent one-to-one mappings with IPv6 addresses. So, mappings using the IPv4 address pool are 

created and released dynamically.  

An IPv6 initiator learns the IPv6 address representing the IPv4 target either through the DNS64, as 

described in the next section or by other means. Packets to that address sent by the IPv6 host are 

intercepted by the NAT64 device. The NAT64 associates an IPv4 transport address of its pool to the 

IPv6 transport address of the initiator, creating a binding state, so that reply packets can be translated 

and forwarded back to the initiator. The binding state is kept while packets are flowing. Once the flow 

stops, and based on a timer, the IPv4 transport address is returned to the IPv4 address pool. 

In order to implement endpoint-independent mapping and support both endpoint-independent filtering 

and address-dependent filtering, NAT64 relies on two data structures to store mapping information, 

namely the Binding Information Base (BIB) and the Session table. 

The BIB stores only mapping information. Each entry of the BIB corresponds to one transport address 

of an IPv6 node and the associated IPv4 transport address from the NAT64ôs IPv4 address pool. When 

an IPv6 node initiates a new communication using a source transport address that it is not in use in the 

BIB, a new entry is created. If the IPv6 node initiates a new communication with an IPv6 transport 

address for which there is a BIB entry, this entry is reused for this new communication, irrespectively 

whether the destination IPv6 address or destination port are different from the one used in the previous 

communications. The result is that multiple communications involving the same IPv6 transport 

address are translated by the NAT64 to the same IPv4 transport address, resulting in endpoint-

independent mapping. 

The information contained in the BIB is enough to perform the address translation of any packet and 

to provide endpoint-independent filtering. However, the information contained in the BIB is not 

enough to perform address-dependent filtering. If this is required, the NAT64 needs information about 

the IPv4 address of the IPv4 node involved in the communication. To support this flavour of filtering, 

the NAT64 relies on an additional data structure, the Session table, which contains the source and 

destination IPv6 transport address as well as the source and destination IPv4 transport address. This 

allows the NAT64 to verify if an IPv4 packet is addressed to an IPv4 transport address in use from the 

pool, but also that it comes from an IPv4 address already involved in a communication. 

2.2.2 DNS64 

DNS64 is an ALG for the DNS protocol that synthesizes AAAA resource records (AAAA RRs) from 

A resource records (A RRs). DNS64 allows IPv6-only hosts to use the Fully-Qualified-Domain-Name 

of an IPv4-only node to initiate a communication.  

When an IPv6-only node starts a communication, it naturally queries for a AAAA RR and it expects to 

obtain the IPv6 address of the target node. To allow an IPv6 initiator to learn the address of the 
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responder, DNS64 is used to synthesize an AAAA record from the A record (containing the real IPv4 

address of the responder). DNS64 is designed as an additional function of a DNS recursive resolver. 

As such, when a DNS64 enabled resolver receives an AAAA RR query generated by the IPv6 

initiator, it searches for an AAAA RR. If no AAAA record is available for the target node (which is 

the normal case when the target node is an IPv4-only node), DNS64 performs a query for the A 

record. If an A record is discovered, DNS64 creates a synthetic AAAA RR by adding the Pref64::/n of 

a NAT64 to the responder's IPv4 address and if n is less than 96, a suffix. The synthetic AAAA RR is 

passed back to the IPv6 initiator, which starts an IPv6 communication with the IPv6 address associated 

to the IPv4 receiver. The packet is routed to the NAT64 device, which creates the IPv6-to-IPv4 

address mapping as described before. It is important to highlight that the DNS64 and the NAT64 do 

not share any state. In particular, when the DNS64 generates a synthetic response, no state is created in 

the NAT64. The only information shared by the NAT64 and the DNS64 is the Pref64::/n, which must 

be the same for a given domain. By default, both NAT64 and DNS64 use the Well-Known prefix, 

imposing no manual configuration on either of them.  

2.2.3 NAT64/DNS64 Progress 

2.2.3.1 Specification status 

NAT64 is specified in [Bagnulo10] and DNS64 is specified in [Bagnulo10a]. Both drafts have 

successfully passed Working Group and IETF Last Calls and IESG review during 2010. They are now 

in the RFC editor queue going through editorial process to be published as RFCs. The address format 

for NAT64/DNS64 is defined in [RFC6052] which has been published as RFC6052 a few weeks ago. 

Moreover, the BEHAVE WG has rechartered and has included several items regarding extensions and 

additional documentation on NAT64/DNS64. 

2.2.3.2 Implementation status 

There are several implementations of DNS64 and NAT64. The first one was an open source 

implementation provided by Viagenie (see http://ecdysis.viagenie.ca/). Major router vendors such as 

Cisco, Juniper and Ericsson have reported that they are implementing NAT64. There are reports of 

other open source implementations of DNS64 as well. 

2.2.3.3 Adoption status 

For the last 3 IETF meetings, there is an IPv6 only WLAN that is using Viagenieôs NAT64/DNS64 

implementation as a trial for IETFers. 

In addition, T-mobile has a testbed using NAT64/DNS64 and they are considering it for usage in their 

network and they have an open trial for beta testers (see http://groups.google.com/group/tmoipv6beta). 

Other groups are testing NAT64/DNs64 behaviour as well. Notably, Ericsson/Nomadic Lab have done 

extensive testing on NAT64/DNS64 and they have reported their results in [Arkko10]. 

2.2.4 Source Address Validation Improvements (SAVI) 

2.2.4.1 Introduction  

SAVI [Wu10] solutions aim to provide protection against source address spoofing in the link scope, 

i.e. to prevent IP nodes using source addresses which legitimately correspond to other nodes of the 

link or to other nodes out of the link. SAVI solutions prevent IP source address spoofing by filtering 

out packets for which a SAVI binding does not exist. A SAVI binding is an association between an IP 

address and a binding anchor, a property of the hostôs network attachment, such as the physical port to 

which the host connects to the layer-2 infrastructure.  
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The aim of SAVI is to verify that the source address of the packets generated by the nodes attached to 

the local link has not been spoofed. In a link there are usually hosts and routers. Hosts generate 

packets with their own addresses as the source address. While routers may also generate traffic with 

their own addresses, in addition they forward packets coming from other links. SAVI bindings are 

created to validate source address local to the link, preventing hosts from generating packets with off-

link addresses. 

SAVI bindings are created dynamically as a result of the inspection of the traffic sent by the host, 

according to the address configuration mechanism being used in the link. Each SAVI solution defines 

its own rules for the creation and refresh of bindings. 

Source address validation as defined by SAVI can be performed anywhere on the link to which the 

hosts attaches, such as in the outgoing router. However, the protection provided is more effective if 

SAVI filtering is performed close to the nodes, which are assumed to be unreliable. Ideally all the 

traffic exchanged among the nodes should be filtered by SAVI. In addition, when the binding anchor 

is the port, the optimal protection comes when only one node connects to one port of a SAVI device. 

Therefore, it is recommended to deploy the SAVI functionality in the link-layer bridges connecting 

network-layer nodes. 

When multiple bridges are configured to implement the SAVI functionality for a given link, which 

may contain a large number of nodes and may exchange a large amount of traffic, performance 

considerations may arise. In order to reduce the state required to validate packets, and the number of 

packets each bridge must inspect, SAVI solutions are designed to operate in a mode in which an 

enforcement perimeter is defined. With this deployment model, source address validation is performed 

only once, when packets enter in the enforcement perimeter. The perimeter is defined by configuring 

the posts that must assume the validating port role, which means that the packets being received from 

this port must be checked against an existing binding. The rest of the ports, are configured as trusted 

ports, since in this case the packets received are assumed to carry reliable source addresses, either 

because they connect to other SAVI devices, or to trusted network-layer infrastructure, e.g. routers. 

Packets from untrusted nodes must not be able to traverse across the SAVI enforcement perimeter 

without accessing through a validating port. Legacy (non-SAVI) switches can be included inside the 

perimeter as long as they interconnect trusted infrastructure, otherwise they have to be excluded from 

it. When the enforcement perimeter is configured, each SAVI device only stores bindings for the 

nodes connecting to it through validating ports, and only checks source address validity for packets 

coming from these ports. 

2.2.4.2 First -Come First-Serve (FCFS) SAVI 

Stateless Address Autoconfiguration (SLAAC) [RFC4862] defines a mechanism to generate link-local 

and global addresses, and to check the uniqueness of these addresses by means of the Duplicate 

Address Detection mechanism. For both link-local and global addresses, supposedly unique interface 

identifiers derived from link-layer interface information are used. Global addresses obtain the prefix 

information from Route Advertisement messages generated by link routers. To check that there is no 

other node with the same address when a link-local or a global address is configured, the Duplicate 

Address Detection (hereafter DAD) procedure is executed as follows: when the node wants to 

configure an address, a Neighbor Solicitation message is issued (named DAD_NSOL) asking for other 

nodes holding the same address; if no response is obtained for some short period of time, the address 

is configured, and otherwise (if a DAD_NADV, a Neighbor Advertisement message corresponding to 

the DAD_NSOL, is received) the address is discarded. Until the process completes, the address is said 

to be in tentative state. 

SLAAC is appropriate for nodes for which the identity provided by the address value is ephemeral. If 

this was not the case, for example because the identity is hard-coded in other nodesô configuration (as 

occurs for the DNS), the configuration mechanism should be either manual configuration on the node 

or a centralized address assignment mechanism as DHCP. Then, the relevant protection property that 

SAVI should assure is that once a node A is using an address, other nodes should not be able to use it. 
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If node A unconfigures the address and stops using it for some time, it should be acceptable to allow 

another node B to use it. If A tries to configure again the address, the DAD procedure will indicate 

that node B is using it, and A should configure a different address (of the 2^64 possible for the link) to 

achieve connectivity.  

Therefore, the relevant property to honour is to protect the first node using an address after a period in 

which a binding for the address did not exist (thatôs why the mechanism is called FCFS ï First Come, 

First Served). Note that in general, FCFS SAVI tries to tie the fates of a binding and the configuration 

of the address in a node: either both binding at the SAVI device and address at the host are configured, 

or neither of them are configured. 

The basic behaviour of FCFS SAVI is as follows: When a SAVI bridge S receives a DAD_NSOL 

message asking for duplicates for address D through a Validating port, meaning that a node is 

configuring an address, it tries to validate if a node had the same address already configured and a 

binding existed for it either in this bridge or in another bridge. To do so, it forwards the message to 

other bridges, and to the validating port associated to an existing binding in the same bridge, if the 

binding existed. The rest of the bridges receiving this message do the same: forward it to other bridges 

and to any validating port for which a binding to address D existed. If a host has address D configured 

(and its closer SAVI bridge had a binding for D), it will answer to the DAD_NSOL message with a 

DAD_NADV message. Bridge S receives the DAD_NADV, realizing that a binding already exists for 

D and the local binding must not be created. It forwards the DAD_NADV message to the validating 

port through which the DAD_NSOL was received, so that the host trying to configure the address will 

give up, and try a different address. SAVI bridges send DAD_NSOL messages to the port for which a 

binding exists in order to refresh the binding.  

Since the DAD procedure is inherently unreliable, FCFS SAVI design must be robust to the loss of the 

DAD messages used implicitly to synchronize the SAVI binding information. If DAD_NSOL 

messages are lost, or a node starts sending packets without honoring the DAD procedure, the SAVI 

device with the validating port receiving the packets will synthesize a DAD_NSOL message on behalf 

of the node, to request information about the existence of bindings in other ports or devices. If there 

are no existing bindings, a binding is created for the node. 

To ensure that off-link traffic is accepted, routers must be connected to trusted ports, so that SAVI 

validation is not processed. SAVI device can learn the prefixes associated to local traffic (required to 

determine the valid prefix range for hosts connecting to validating ports) either by inspecting Router 

Advertisement messages received through trusted ports, or by static configuration. 

2.2.4.3 SAVI Specification status 

The general framework for SAVI is defined in [Wu10]. FCFS SAVI is defined in [Nordmark10]. Both 

specifications are in Working Group draft status and the Working Group Last Call for both documents 

is ongoing at the time of writing (December 2010).  

2.3 LISP 

We have studied the benefits and costs of the Loc/ID Split paradigm as part of a new Internet 

architecture. In order to obtain real measurements from actual implementations, we focused on LISP 

(Locator/ID Separation Protocol [Farinacci10]). The activity has been centred on two main topics: the 

evaluation of the impact of LISP on the protocol stack of a software router based on FreeBSD and 

trace-based scalability evaluation of LISP. In the following, Section 2.3.1 summarizes the activities 

concerning the first topic, while Section 2.3.2 summarizes the second. 

2.3.1 OpenLISP: A LISP enabled Protocol Stack 

OpenLISP ([OpenLISP]) is an open source implementation, partially developed in the framework of 

the Trilogy Project, of the LISP protocol. This prototype is meant for use on software routers based on 
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the FreeBSD OS ([FreeBSD]). The main design choices and the overall software architecture have 

been presented in [DEL4] and [DEL8].  

While, on the one hand, the implementation will allow us and the rest of the research community to 

experiment with different mapping distribution systems (key component of any Loc/ID Split 

approach), on the other hand, such a prototype has already allowed to answer to questions like: what 

would a LISP-enabled protocol stack look like? What is the impact performance-wise?   

In particular recent activity has focused on the second question, by evaluating the OpenLISP Data 

Plane. Such an evaluation goes beyond the simple evaluation for IPv4 and IPv6, since LISP is a map-

and-encap approach, relying on tunnelling, there is also the need to evaluate the cost in terms of added 

latency in the forwarding operations. This is not limited to simple encapsulation and decapsulation 

operation but rather should include also the impact of the modified protocol stack on the non-LISP 

traffic. Furthermore, another important aspect to explore is the impact on specific traffic types, like for 

instance TCP. All of these aspects have been explored by performing measurements on a small test-

bed. In this section we give a snapshot of the results. Such results are based on measurements on a 

simple linear topology, as depicted in Figure 20. 

 

Figure 20. Experimental Topology of the used testbed. 

For the sake of understanding the results shown hereafter it is sufficient to know that Src and Dst are 

respectively the source and the destination of the generated traffic, while the two machines in the 

middle perform forwarding operations. In particular, when enabled, Enc performs encapsulation, while 

Dec performs decapsulation. Indeed those boxes were not all the time running a LISP-enabled protocol 

stack and even when that was the case, the LISP encapsulation was not always used. Figure 21 

presents the results obtained while evaluating the forwarding latency on the Enc machine. 

 

Figure 21. Packet forwarding latency on the encapsulator router. 

The baseline of our evaluation consists in the measurement of the latency experienced by packets 

when no encapsulation is used and normal routing is performed (cf. the first two left hand side set of 
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results labelled ñRoutingò in Figure 21). As expected the introduction of LISP-enabled protocol stack 

slightly increases the latency even if the LISP encapsulation is not actually used. This is due to the 

additional checks that have to be done in the protocol stack in order to understand whether or not a 

packet has to be encapsulated or not.  

In order to compare LISP with other implementations of tunnelling protocols, the latency for 

encapsulation/decapsulation when the Generic Routing Encapsulation ([RFC2784]) was measured. 

GRE has been chosen because, like LISP, it introduces a shim header between the outer and the inner 

IP header. Differently from LISP, however, the mapping between the outer header addresses and the 

inner header addresses is static, allowing a very efficient implementation by means of a virtual 

interface. The results for the GRE encapsulation, with and without LISPïenabled protocol stack, are 

the two sets of results in the centre of Figure 21 and labelled ñGREò.  

The final set of results in Figure 21 represents the case of LISP encapsulation. It is not surprising that 

this is the case with the highest forwarding latency. Indeed, LISP is based on lookups in the LISP-

Database and LISP-Cache data structures (cf., [DEL4], [DEL8], and [Farinacci10]), which while 

implemented with the highly efficient radix-tree cannot be as efficient as a static mapping as in the 

case of GRE. Nevertheless, in comparison to the benefits offered by LISP and also considering the 

context of software routers, the latency increase is considered acceptable. We also measured the 

impact on bulk transfers using TCP, as shown in Table 1 for the IPv4 case. Even if from the table it 

seems that the impact is large in terms of average throughput, it translates to less than 30 seconds 

increased time for transferring 100 Gbytes, i.e., less than half a minute on a transfer that lasts more 

than 15 minutes.    

Table 1 TCP performances for IPv4 traffic (100Gbytes transferred) 

Forwarding Method Transfer Time (sec) Avg Throughput (Mbit/sec) 

Routing (No LISP stack) 

Routing (LISP stack) 

GRE (No LISP stack) 

GRE (LISP stack) 

LISP 

935.0 

934.7 

966.3 

963.6 

993.2 

918.574 

918.967 

888.925 

891.449 

864.850 

 

2.3.2 LISP Scalability and Security Evaluation 

An important aspect of technologies like LISP is their scalability not only from the architectural point 

of view, i.e., the capability to reduce the number of entries in the BGP routing table, but also from a 

system point of view, i.e., if all components of LISP remain bounded to reasonable sizes that do not 

compromise the performance of routers running it. From such a perspective a critical component is the 

LISP-Cache ([Farinacci10]), which maintains the mappings needed to encapsulate and decapsulate the 

packets of ongoing communications. We started to work on this issue by evaluating through emulation 

the LISP-Cache using two 24-hours packet level traces from a large European ISP, collected in April 

2009 (APR09) and August 2009 (AUG09) from a vantage point covering more than 20,000 DSL lines. 

We used two traces from different periods in order to be sure that there are no biases due to the 

analysing of a single trace. The results show that no incoherencies exist between the two set of traces. 

We first started by reproducing the analysis presented in [Conext07], later extending it by considering 

what are the implications, from a scalability point of view, of running LISP in a more secure manner. 

Indeed, the security analysis of LISP ([Saucez10]), also carried out in the framework of Trilogy, 

highlighted that LISPôs security can be increased by slightly modifying the policy that LISP uses to 

encapsulate and decapsulate packets.  
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There is a fundamental asymmetry in LISP when performing encapsulation and decapsulation 

operations. Indeed, while doing encapsulation the ITR (Ingress Tunnel Router) uses the cache to locate 

what to put in the outer header, on the contrary, the ETR (Egress Tunnel Router), while decapsulating 

the packet, does not perform any access to the cache. This asymmetric behaviour leaves the LISP 

protocol vulnerable against specific attacks on the ETR, either exploiting data packets or leveraging on 

specific fields of the LISP header. As well as classic DoS and spoofing attacks, also possible are cache 

poisoning, i.e., injecting wrong information into the cache, and cache overflow, i.e., saturating the 

cache and increasing the number of cache-misses. 

The security analysis performed, led to the conclusion that to increase the level of security of the 

whole LISP architecture, the best solution is to use a symmetric model with a drop policy. The 

suggestion is to only allow encapsulation as well as decapsulation if mappings are present in both the 

LISP-Cache and the LISP-Database. Otherwise, when the mapping is missing in the cache a miss is 

generated and the packet is dropped. The rationale behind this suggestion is the assumption that the 

mapping distribution system is secured and trusted. Hence, sanity checks can be performed at both 

ends, when encapsulating and when decapsulating. In particular, for the latter operation it means that if 

the packet contains information that is not coherent with the content of the cache, it is dropped.  

The implications of introducing the symmetric model to increase security are two-fold: on the one 

hand, performing additional checks when performing decapsulation may reduce the performance, 

however this is a common price for security mechanisms. On the other hand, this means that the size 

of the cache, its dynamics, and the overhead generated by control traffic is increased. In the reminder 

we will refer to the symmetric model as symmetric LISP, while we will refer to the original LISP as 

vanilla LISP. 

To evaluate the LISP-Cache based on real traffic, we implemented pcap2lispcache, which is meant to 

emulate the behaviour of LISPôs xTRs. The emulator is essentially designed to be fed with pcap-

formatted traffic data. The emulator has been designed to mimic as much as possible the LISP 

architecture; hence we based its implementation on two main modules (cf., Figure 22): i) the LISP-

Database, which is a manually configured list of internal network prefixes (EIDs); ii) the LISP-Cache, 

which stores EID-Prefixes mappings and related statistics. 

 

Figure 22. Structure of the pcap2lispcache emulator. 

Besides these two modules there is a central logic that creates the correct statistics, periodic reports 

that are written in logs, and that overviews the correct management of the cache timeouts. In addition, 

we use a local BGP prefixes database, fed with the list of BGP prefixes published by the iPlane Project 

([iPlane]), to group EID-to-RLOCs mappings with the granularity of existing BGP prefixes. The 

reason of this choice is due to the fact that as for today, there is no sufficient information to predict 

what will be the granularity of mappings in a LISP-enabled Internet, hence the same granularity as 

currently announced in the routing infrastructure sounds a reasonable assumption.  

We carried out the emulations using three different cache timeout values, namely, 60 seconds 

(according to the minimum timeout value given in the current LISP specifications), 180 seconds (i.e., 

three minutes), and 1,800 seconds (i.e., 30 minutes).  
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Figure 23. Number of entries and cache size 

(assuming 2 RLOCs) for vanilla LISP. 

 

 

Figure 24. Number of entries and cache size 

(assuming 2 RLOCs) for symmetric LISP. 

Figure 23 illustrates the number of entries and the size of the cache measured with a per-one minute 

time granularity. Note that there are two measurement scales for the y-axis in the plot. While the left 

scale indicates the number of cache entries, the right scale indicates the size of the cache table 

expressed in MBytes. We calculated the size of the cache using the size of the data structure of 

OpenLISP in order to have an estimation of real sizes (cf., with Section 2.3.1). The sudden drop of the 

cache size at the end of the plot is due to the fact that we run the emulation until all cache entries are 

expired due to the timeout. We can observe that the number of entries and the size of the table are 

pretty low and their curves show a spiky behaviour for the 60 and 180 second timeout case 

(respectively slightly more than 10,000 and 20,000), while it is much higher for the 1,800 second 

timeout, but with smoother changes. Moreover, it takes about 30 minutes to reach the stable working 

set (almost 60,000 entries) for the 1,800 seconds timeout.  

Since the extension of the mapping mechanism to incoming traffic is the main idea of the symmetric 

model, an increase in the number of entries and the size of the cache is expected and confirmed by the 

plot in Figure 24. For a clear comparison, the cache size shown in Figure 23 is presented again in gray 

color (lighter gray in black and white print). The increase of size is in the order of 7.4% for the 1,800 

seconds timeout, up to 13.2% for the 60 seconds timeout. Interestingly, the higher the timeout value, 

the lower the increase (in percentage); we argue that it is due to the fact that longer timeouts increase 

entriesô reuse probability.  

Since each entry in the cache is the result of a cache-miss for which a mapping has been retrieved 

from the mapping distribution system, the previous result, for the symmetric LISP, proves that the 

number of cache misses has increased. Since the analyzed traces are of DSL users, who seldom run 

servers, our conjecture is that incoming connections are mainly due to p2p traffic and port scans.  For 

vanilla LISP the cache misses are always generated by outgoing packets (see ñout-missesò in Figure 

25). In the case of Symmetric LISP the misses are caused by both incoming and outgoing packets as  

Figure 25 shows.  

The presented results indicate that in symmetric LISP  increases its size only by slightly more than 

10%, which does not compromise its scalability, hence, it is worthwhile to adopt such a model because 

of the considerable security benefits that it provides. 


























